
Suggestion to make adaptive even cooler by

having a loss functions that looks samples

mostly the highly curved regions.

October 25, 2018

1 What?

I would like to suggest to make it possible to let the loss of an interval not only
depent on the interval itself but also it's direct neighbours.

2 Perks

Adaptive is quite good at zooming in at interesting regions, yet I believe it can
be even better.

The default loss for the Learner1D and LearnerND only looks at one speci�c
interval and the loss is, by default, the distance between the points that de�ne
this interval. This has the advantage that you do not need to recompute the
loss if a point in the distance is added. But it has some perks:

1. If we are close to a sharp peak, it may miss out on the peak as it �nds two
points that are close to eachother below the actual peak (see Figure 1).

2. If we have a bump which has low gradient, it may choose to ignore this
bump (see Figure 2) In this case the performance is comparable to ho-
mogenous sampling.

3. If we have some region where the gradient is high, it will sample this region
a lot, even if this region is linear and would not require many points. This
is not neccesarily worse than homogenous sampling.

I'm not at all saying it's bad, I want to say that maybe we can do even better.
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Figure 1: if the function has a sharp peak, it will sample the sides of this peak
very well (as it has high gradient), however it may skip over the tip of the peak

as this interval has a lowgradient. We are looking at f(x) = exp
(
− (x−0.3)2

0.001

)
with 76 points. In fact adaptive is doing quite well here, the issue becomes when
there are several peaks (e.g. with sines, see �gure 4)

Figure 2: if there is some small bump in a function, adaptive may ignore it
since the distance between two neighbouring points is not signi�cantly higher

than at the rest of the interval, here we see f(x) = x+ exp
(
− (x−0.4)2

0.12

)
with 30

points.
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Figure 3: f(x) = tanh(20x) with 40 points. Although adaptive does a better
job than homogenously spaced x values, it adds many samples in the center of
the plot, while this can actually be approximated very well with a straigth line.

In particular, �high� frequency sine waves su�er from both point 1 and 3
from the list above, see �gure 4. In particular, the accuracy is actually less than
homogenous sampling.

Figure 4: Here we see adaptive learning f(x) = sin(20x) with 60 points vs
60 point homogenously sampled. One can see every peak is not mapped very
accurately, but even more astonisching, the two outer peaks are completely
ignored, reason being that the two points on the left and on the right of the
peak are quite close to eachother (when looking at euclidean distance), so the
default loss may indicate that it is not an interesting region.

As you may have guessed by now, I do want to propose a solution:
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3 Solution

3.1 Quick overview

So the idea is to look at regions that have high curvature, meaning they can not
be easily approximated by a straigth line and adaptive should add more points
in those intervals.

Figures 5 - 11 give an indication as to what it may look like.

Figure 5: same peak as in �gure 1, except with the new proposed loss, this
adds a lot of samples near the peak and the high curvature area near the base.

Figure 6: Same as �g 5 but zoomed in at the peak
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Figure 7: Same as �g 5 but zoomed in at the base

Figure 8: Same as �g 2 but now with the new loss that takes many samples
near the bump

Figure 9: Same as �g 8 but zoomed in at the bump
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Figure 10: Same as �g 3 but now with the new loss that takes many samples
near the high curvature area

Figure 11: Same as �g 4 but now with the new loss that takes many samples
near the high curvature area

3.2 How is this possible?

The solution is inspired by a combination of the Visvalingam-Whyatt algorithm
[1] (but then reversed) and the Learner2D.

The Learner2D default loss looks at the di�erence of the point that we see
and the point we would have expected if we look at the neighbouring points and
their gradients.

The Visvalingam-Whyatt algorithm is normaly used in maps (things similar
to Google Maps or Open Street Maps) to simplify lines (like coastlines and
roads).
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3.2.1 Line simpli�cation

The goal of a line simpli�cation algorithm is that you have given a line that
consists of very many points and you do not want to send all the points over
the network, since this would be slow. Yet you do want to represent the line as
accurately as possible. So the tactic is that if several points lie on an (almost)
straight line, then you can safely skip the point in the middle and the resulting
line will be pretty similar to the original line with less points. There are many
ways to simplify lines. Now how does Visvalingam-Whyatt work in particular?
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3.2.2 Visvalingam-Whyatt

The Visvalingam-Whyatt algorithm is best explained by this website: (https://bost.ocks.org/mike/simplify/
[2]) as shown in a screenshot in �gure 12.

Figure 12: Screenshot of [2]

3.3 How to apply in adaptive

So the Visvalingam-Whyatt algorithm takes many points and reduces this into
fewer points. We want to do the opposite, add more points where the curvature
is high. But we can still use the concept of the triangle area here.

I de�ned the loss as (the average area of the two triangles that are connected
to some interval)^0.5 plus some number times the old loss.
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Actually, to be a bit more precise:

loss = 0.02∆x + 0.02
√

∆x2 + ∆y2 +

√
Aleft + Aright

2

is the almost the exact formula I used (only exception is at the boundary where
we can only construct one of the two triangles). Where Aleft and Aright indi-
cate the area of the triagle created by the two points that de�ne the interval,
combined with the left neighbour or right neighbour respectively.

3.4 How does it perform

Currently it is not optimised for speed. So it's quite slow. This can be improved.
However it will always be slower than the old default loss function since it
also has to update the loss of some interval if a new point is inserted in the
neighbouring interval.

However the accuracy also increases, for all functions that I tested the new
loss needed less points to get the same accuracy.

So, let us look at the accuracy against the number of points.
As a measure of the error, I used the L2-norm, de�ned as:

Err(f̃) = ||f − f̃ ||2 =

√ˆ b

a

|f(x)− f̃(x)|2dx (1)

Where f is the actual function we want to learn, and f̃ is the function that
we get if we do linear interpolation of the points that we have. These points
we either get from the homogenous samples, adaptive with the default loss or
adaptive with the new loss. Then we can plot this error against the number of
points that we have available. We expect the error to decrease when we add
more points.
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Figure 13: Log-Log plot of the error as de�ned in (1) for a homogenous grid,
adaptive with the default loss and adaptive with my suggested loss, for the test

function f(x) = exp
(
− (x−0.3)2

0.001

)
. The function is plotted in �g. 5.

One can see that the new loss function outperforms the default loss on this
function. In fact I was unable to construct an example where the old loss
function is better than the one I propose, yet there may be one that I could not
think of.

4 Implications

4.1 Implementation

This would need to be implemented in both the Learner1D and LearnerND. My
suggestion is that I start with the 1D case as I suppose this is the easier of the
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two (I've already done it more or less). There are two options, I will discuss
these with Joe and Bas.

1. The Learner1D would have to be rewritten slightly such that a user can
somehow tell adaptive: Hey, the loss function expects that you provide
the neighbours as well as the interval itself. e.g.

adapt ive . Learner1D ( f , (−1 ,1) , loss_depends_on_neighbours=True )

2. We create a new Learner, say Learner1D_Curved, that extends Learner1D
and has only two of it's functions modi�ed compared to the Learner1D.

And I think that I prefer the �rst option

4.2 LearnerND

This concept can be extended to N dimensions by looking at the volume of the
simplices which are constructed by the simplex we have plus one neighbouring
points, and taking the average for each neighbouring point. Should not be too
di�cult.
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